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1 Introduction 
Embedded applications are versatile, and their hardware 
devices range from simple controllers to more complex 
systems. However, to support the versatile hardware devices 
and different application requirements, a reconfigurable 
embedded operating system is needed (Friedrich et al., 
2001). Thus, various operating systems designs dedicated to 
embedded systems have been created, such as PalmOS 
(2003), Windows CE homepage (2002), Pebble (Bruno  
et al., 1999; Grabber et al., 1999), eCos (2004), Massa 
(2003), µC/OS II homepage (2004), Nucleus homepage 
(2004), VxWork homepage (2004), OSE homepage (2004), 
QNX homepage (2004), LynxOS homepage (2004), LyraOS 
(Chen, 2000; Cheng et al., 2000; Chuang et al., 2000; 
Huang, 2000; Yang et al., 1998, 1999; Yang, 1998; Ting  
et al., 2002) etc. Besides, more and more reusable source 
components are developed for embedded systems. 

On the other hand, as more and information appliances 
are developed, many embedded systems need storage 
capability to take advantage of advanced application 
features. For example, there are many software components 
stored in the PDA, or a huge amount of multimedia files 
stored in the MP3 players, digital cameras, digital video 
recorder, etc. The file system is responsible for managing 
storage media, which maintains a file structure that 
organises directories and files into the storage device. Under 
a well-organised structure, files can be accessed easily and 
efficiently. 

Currently, there are many embedded file systems, such 
as µC/FS (µC/OS II Homepage, 2004; NucleusFILE 
(NucleusFILE Homepage, 2004), EFS (OSE Homepage, 
2004), AVE-File (2004), Micro Digital smxFile (smxFile 
Homepage, 2004), Lantronix USFiles (2004), and eCos 
ramfs (Massa, 2003), etc. Most of them are FAT based and  
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are compatible with the popular Microsoft FAT file system 
(Microsoft Corporation, 2000). The major advantage  
is the ability of storing or exchanging files with desktop 
Windows FAT file systems. However, most of them are 
commercial and are not open source for free distribution, 
which provide source code level configuration and are not 
component-based design. As a result, it is not easy to 
change file system specific features or integrate them into 
other target embedded operating systems. 

This paper describes the design and implementation of a 
component-based VFAT file system for embedded systems, 
LyraFILE. VFAT (FAT File System, 2003) was proposed 
by Microsoft to solve the long filename issue for FAT. 
LyraFILE is designed to have clear-cut interfaces and  
self-containing fine-grained sub-components that can be 
separately configured or replaced for adapting into the target 
embedded environments, changing file system specific 
features, or considering performance or memory issue.  
To provide the basic VFAT file system functionality, 
LyraFILE reuses some of the VFAT file system codes from 
the Linux 2.0.33 kernel. It is then implemented as a 
component-based file system. Besides, because file access 
efficiency greatly influences the overall embedded system’s 
performance and memory usage is an important issue,  
we also present some experiences on improving FAT-based 
file system performance and reducing memory usage. 

Our work includes modelling the VFAT file system to 
be a separate and self-contained C++ component, modifying 
Linux VFAT source code to make it be able to operate 
efficiently in a resource-limited embedded system, adding 
data paths to support disk and RAM-based storage devices 
at the same time, and providing the compatible POSIX file 
system interfaces. Modifications added to make it more 
adaptable for embedded systems and to improve file system 
performance in some aspects include the design of efficient 
FAT access for avoiding repeated FAT access, two-level 
configurable directory cache for utilising memory resource 
efficiently, and efficient read operation for continuous 
space. After integrating LyraFILE into LyraOS (Chen, 
2000; Cheng et al., 2000; Chuang et al., 2000; Huang, 2000; 
Yang et al., 1998, 1999; Yang, 1998; Ting et al., 2002) a 
component-based embedded operating system, Performance 
evaluation shows that the LyraFILE operates efficiently in a 
resource-limited environment. 

The rest of this paper is organised as follows. Section 2 
describes some background technologies and related work. 
Section 3 presents the LyraFILE file system design and 
implementation. Section 4 presents some experiences on 
improving the VFAT-based file system performance and 
reducing memory usage. Section 5 shows performance 
evaluation results, and Section 6 concludes this paper. 

2 Background and related work 
This section begins with the introduction of Linux VFAT, 
from which we derive the basic VFAT operations for 
LyraFILE. The overview of the target embedded operating 
system, LyraOS, is presented in Section 2.2. The open 

source embedded file system, eCos ramfs file system that is 
served as the comparison in our experiments is introduced 
in Section 2.3. Other related work is discussed in  
Section 2.4. 

2.1 Linux VFAT file system 

Linux supports many types of file systems, such as  
Ext2, FAT, VFAT, etc. The Virtual File System (VFS) 
(Galli, 2001; Linux Kernel 2.4 Internals, 2002; Rusling, 
2002) implemented between user applications and those file 
systems maintains those file systems to provide a uniform 
Programming Interface for user applications. File systems 
follow VFS interface can be implemented as modules and 
be mounted for use when needed. The Linux File System 
Architecture is shown in Figure 1. 

Figure 1 Linux file system architecture 

 

When file system calls are invoked, VFS passes the 
requested services to the target mounted file system  
(i.e., Ext2, FAT, …). The target file system maps the logical 
data blocks to the physical data blocks, and then the Device 
Driver performs the I/O operations between file system and 
storage device. To speed up access, recently used device 
blocks are cached in the Buffer Cache. In addition, Inode 
Cache and Directory Cache are used to cache the recently 
opened file entries and directory entries information. 

The features of VFS can be summarised as follows. VFS 
works as an abstraction file system layer, internally 
handling multiple data structures such as super_block,  
file, dentry, and inode for file systems. File systems  
such as VFAT supporting this layer have their own 
super_operations, file_operations, inode_operation, and 
dentry_operation. In this way, VFAT can be implemented 
as a modular file system under Linux, supporting the Linux 
POSIX file system interface. Additionally, it also supports 
the directory cache, inode cache, and buffer cache to 
improve file system performance. 

In contrast to the Linux VFAT file system, LyraFILE is 
implemented in C++ with multiple fine-grained components 
and each component has its own imported and exported 
interfaces. This makes file system functionalities have clear 
relationships with other kernel components and makes the 
component-based configurability more easily provided. 
Similar to Linux file system architecture (Linux Kernel 2.4 
Internals, 2002; Rusling, 2002) LyraFILE implements a File 
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System Management Component for multiple file system 
support. It manages file systems and exports file system 
services for user programs. File system caches are also 
supported in LyraFILE, whereas, various cache components 
are implemented as independent sub-components and are 
alternatively configurable. 

2.2 LyraOS embedded operating system 

LyraOS (Chen, 2000; Cheng et al., 2000; Chuang et al., 
2000; Huang, 2000; Yang et al., 1998, 1999; Yang, 1998; 
Ting et al., 2002) is a component-based operating system 
that aims to serve as a research vehicle for operating 
systems and providing a set of well-designed and  
clear-interface system software components for Internet PC, 
hand-held PC, embedded systems, etc. 

LyraOS was implemented mostly in C++ and a few 
assembly codes. It is designed to abstract the hardware 
resources of computer systems, such that the low-level 
machine-dependent layer is clear cut from higher-level 
system semantics. Therefore, it can be easily ported to 
different hardware architectures (Chen, 2000; Cheng et al., 
2000). Under the component design principle (Friedrich  
et al., 2001), each LyraOS system component is completely 
separated, self-contained, and highly modular. In addition, 
each component has clean exported and imported interfaces 
for components to communicate with.  

LyraOS is a time-sharing multi-threading kernel. 
Threads can be dynamically created and deleted, and thread 
priorities can be dynamically changed. It provides a  
pre-emptive prioritised scheduling and supports various 
mechanisms for passing signals, semaphores, and messages 
between threads. A micro window component with 
Windows look and feel is also provided (Huang, 2000). 
Figure 2 shows LyraOS system architecture. 

Figure 2 LyraOS system architecture 

 

2.3 eCos ramfs file system 

eCos (2004) and Massa (2003), an embedded configurable 
operating system provides the POSIX file system interface 
and three file system implementations: ROM, RAM, and 
JFFS2. The ramfs is a RAM-based file system that supports  
 

two types of data storage allocation mechanisms: Simple 
and Block. Under the Simple mechanism, directory and  
file data storage space are always allocated in a single 
continuous area. Its advantages are that it uses only as much 
memory as it needs and file access is efficient. However, 
fragmentation will prevent any further extension of some 
files, even if there is enough memory overall. Furthermore, 
when file data is to be appended, in order to keep 
continuous data space allocation, the allocated space must 
be freed first, and then the whole data is allocated in a new 
continuous space. 

Under the Block mechanism, directory and file data are 
stored in fixed-size blocks. The amount of blocks may be 
predefined in source code as a static block array or be 
dynamically allocated and freed when necessary. For each 
file or directory, there are three types of arrays to provide 
access to data blocks: direct access data blocks, single-level 
indirect access and two-level indirect access pointed data 
blocks. The advantage is that fixed-size memory data blocks 
make management of memory space easier and more 
efficient than the Simple mechanism. However, the 
disadvantage is that when using dynamic memory allocation 
function call, i.e., malloc(), to allocate data blocks, each 
block should invoke a malloc() function call rather than 
invoking a single call for the entire file space. 

In contrast, the LyraFILE RAM-based file system  
pre-allocates a single continuous memory space as the 
storage area. Based on FAT, the storage is managed in 
clusters of fixed-size blocks. When accessing directories or 
files data, the File Allocation Table (FAT) is looked up to 
address the block of the storage area. The same file system  
codes are used for RAM-based and disk storages. The only 
difference is that to support disk-based storage, the disk  
driver is needed to transfer data to and from the disk. 
However, eCos ramfs codes support only RAM-based 
storage. 

2.4 Other embedded file systems 

µC/OS (µC/OS II Homepage, 2004) developed by Micriµm 
Technologies Corporation is a FAT file system supporting 
FAT12, FAT16, and FAT32. µC/FS is divided into four 
physical layers, including API Layer, File System Layer, 
Logical Block Layer, and Device Driver. In the API Layer, 
it provides its own Application Programming Interface 
(API). The File System Layer supports multiple file 
systems, and the selection is made according to the source 
code level configuration. The FAT file system is 
implemented in this layer. In addition, µC/FS supports most 
of the current storage devices, using a device driver function 
table to provide this support. Developers can define 
equivalent low-level I/O functions for this table. Thus, it can 
easily integrate storage devices into the system. Besides, 
µC/FS supports source-level configuration. However, 
without clear component-based design, adding a new 
component in the system is difficult. The POSIX file system 
interface is also not provided. 
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NucleusFILE (2004) developed by Accelerated 
Technology is a FAT file system that supports FAT12, 
FAT16, FAT32, and VFAT. It is designed to be re-entrant 
and thread safe for use in multi-tasking systems. 
NucleusFILE file system architecture includes three layers: 
API layer, FAT file system layer, and Device driver layer. 
The FAT file system layer provides basic FAT functionality 
and is written in ANSI C. Internally there is a write through 
buffer cache supported. In the API layer, in addition to the 
fact that ANSI C APIs are provided for users, there  
are also extendable C++ components available, such as File 
Access, Directory Access, and Disk Access components. 
These components are provided by another additional 
package called Nucleus C++ FILE. The Nucleus C++ FILE 
package initialises the NucleusFILE and models its 
traditional file system services as objects. Furthermore, the 
device drivers are also implemented as components.  

NucleusFILE supports complete FAT file system 
features and is also a component-based file system.  
In contrast to LyraFILE, it is distinguished by its component 
design. The NucleusFILE file system service is modelled to 
components by an additional C++ layer, whereas LyraFILE 
provides the component-based design directly. Besides, 
LyraFILE implements file system caches and NLS as 
separated and optional configurable sub-components, 
whereas NucleusFILE does not provide such a clear  
sub-component design. In addition, the POSIX file system 
interface is not provided in NucleusFILE. 

AVE-File (2004) is a stand-alone module of 
ComponentWare provided by ACCESS. It is a FAT file 
system supporting FAT12/16/32/VFAT and also µITRON 
(2003) file system interface. The file system is also 
configurable for building. 

EFS (Embedded File System) (OSE homepage, 2004) 
developed by OSE Systems supports POSIX and ANSI C 
APIs. In particular, EFS supports distributed functionality. 
In the distributed architecture, there is a File System Server 
managing a group of host File Managers and Device 
Drivers. Each File Manager implements a FAT file system 
managing its host storage volume. It can also access 
distributed storage resources, and both File Manager and 
Device Drivers can be loaded and unloaded during runtime. 

3 LyraFILE file system design and 
implementation 

LyraFILE File System is a component-based file system 
written in C/C++, which supports FAT12/16/32/VFAT 
specifications, and also supports RAM-based and disk 
storage media. Besides, the subset of POSIX file system 
interface is provided. Under the component design 
principle, the LyraFILE file system was implemented as a 
separate and self-contained component, and its import and 
export interfaces are clarified. In particular, it contains 
several fine-grained sub-components, each of which can be 
separately configured and replaced. This design makes it 
easy to change file system specific features or adapt to  
the target embedded systems. Though in this paper the 

LyraFILE component is integrated into the LyraOS 
embedded operating system, it is expected to be easy for 
integration into other operating systems. 

Section 3.1 presents our design principle for LyraFILE. 
Section 3.2 and 3.3 present the design and implementation 
of LyraFILE. 

3.1 Design principle 

In order for LyraFILE to perform well in embedded 
systems, our design principle is described below: 

• Should be as compact as possible to fit into  
resource-limited embedded environments. 

• Should operate efficiently in resource-limited 
embedded environments. 

• Component-based design 

Implemented as a separate, independent, and  
self-contained component as possible. In order not to 
have functional and data dependencies on other kernel 
components, LyraFILE should only import few 
interfaces from other operating system components, 
such that it would be an easier task for porting 
LyraFILE to other operating systems or other hardware 
platforms. 

• Modular and fine-grained components 

LyraFILE is designed to contain several  
sub-components. Each sub-component has clear 
imported and exported interfaces. By replacing some 
specific sub-components, the file system can have 
different features or behaviours. For example, the 
buffer cache component can be replaced with one 
having a different replacement policy. 

• Can be scaled up or down according to the applications’ 
needs.  

LyraFILE is designed to contain several  
sub-components. Some of these components are 
optional and can be configured to use only those 
components required for a particular embedded 
application.For example, for a RAM-based storage,  
a buffer cache component is not needed. For a  
memory-limited embedded system, it can be configured 
to use only those needed file system cache components. 

• Support subset of the POSIX file system interface in 
order to provide user applications with a compatible 
programming interface. 

3.2 VFAT-based file system 

The VFAT file system is the FAT file system with long file 
name support. FAT is a structure on a storage media that 
maps the blocks of storage space occupied by individual 
files on that storage media. These blocks are called clusters. 
A cluster is a group of sectors, and is the smallest 
addressable units of a disk. FAT entries are in the same 
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order as physical clusters on the storage media and 
correspond one for one with them. It is used much like a 
linked list. The table entry, which is indexed by cluster 
number, contains the cluster number of the next cluster in 
the file.  

FAT access is the major operation for all VFAT file 
system operations. Figure 3 shows an overview of the 
VFAT file system. When the open(‘pathname’) is invoked, 
the lookup() function parses the pathname, from root to each 
file/directory entry, and the find() function compares it with 
all file/directory entries under the parent file/directory entry 
to find if the file or directory entry is existing and can be 
opened. 

Figure 3 VFAT file system overview 

 

The bottom block of Figure 3 illustrates the on-disk format 
of a FAT32 Partition (Microsoft Corporation, 2000).  
There are Boot sector, Information sector, FAT, File and 
Directory Data Region in the FAT32 partition. The root 
cluster number and cluster size are defined in the boot 
sector. 

3.3 Component-based file system design 

There are several sub-components in LyraFILE file system, 
as shown in Figure 4, and described in the following 
subsections. 

Figure 4 LyraFILE architecture 

 

3.3.1 LyraFILE VFAT-based functionality 
components 

File System Management Component provides multiple file 
system support, which manages file systems and exports the 
file system services for user programs. User programs 
request file system services via File System Management 
Component to open a file, etc. The interface of File Manager 
Component is shown in Table 1. 

Table 1 Interfaces of file manager component 

File manager component 

Export interface Description 
Creat Create a file 
Open Open a file 
Stat Get a file/directory metadata 
Unlink Delete a file 
Mkdir Create a directory 
Import interface Description 
Device.read The device driver interface for 

reading a block 
Device.write The device driver interface for 

writing a block 

LyraFILE treats a directory as a file. File and Directory 
Management Component defines the file/directory 
operations. Because file/directory operations are file system 
dependent, therefore, its handling operations are passed to 
File System Management Component. The interface of 
File/Dir Management Component is shown in Table 2. 

Table 2 Interfaces of file/dir management component 

File/Dir management component 
Export interface Description 
Read Read data from a file into a specified 

buffer 
Write Write data from a specified buffer to 

a file 
Truncate Truncate a file to a specified length 
Seek Reposition read/write file offset 
Stat Get file status/attributes 
Close Close the specified file/directory 
Readdir Read the next directory entry for the 

given directory 
Import interface Description 
FileManager.file_read Read data from a file into a specified 

buffer 
FileManager.file_write Write data from a specified buffer to 

a file 
FileManager.truncate Truncate a file to a specified length 
FileManager.seek Reposition read/write file offset 
FileManager.stat Get file status/attributes 
FileManager.close Close the specified file/directory 
FileManager.dir_read Read the next directory entry for the 

given directory 
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VFAT File System Component carries out VFAT file  
system operations. LyraFILE file system supports 
FAT12/16/32/VFAT types. File system accesses the  
FAT to position the physical block of the file/directory 
content. The operations to implement VFAT file system 
functionalities can be classified into the following major 
parts: pathname lookup, directory entry creation, node 
operations, file/directory operations, and FAT access. 
Because accessing the FAT table incurs substantial cost,  
to reduce FAT access, our implementation includes a cluster 
pointer to record the current cluster number position of the 
FAT linked-list for a file/directory, which is detailed in 
Section 4.1. The interface of VFAT file system component 
is shown in Table 3. 

Table 3 Interfaces of VFAT file system component 

VFAT file system component 

Export Interface Description 
Creat Create a file 
Open Open a file 
Stat Get a file/directory metadata 
Unlink Delete a file 
Mkdir Create a directory 
file_read Read data from a file into a 

specified buffer 
file_write Write data from a specified buffer 

to a file 
Truncate Truncate a file to a specified 

length 
Seek Reposition read/write file offset 
Stat Get file status/attributes 
Close Close the specified file/directory 
dir_read Read the next directory entry for 

the given directory 
Import Interface Description 
NLS.to_charset Translate character to Unicode 
NLS.to_Unicode Translate Unicode to character 
buffer.bread Get a data buffer from buffer 

cache, if not existent, filling the 
buffer from disk block 

buffer.getblk Get a data buffer from buffer 
cache 

LoDcache.dcache_add Add a File/Directory entry 
LoDcache.dcache_lookup Look up a specific File/Directory 

entry in the LoDcache 
Device.read The device driver interface for 

reading a block 
Device.write The device driver interface for 

writing a block 

National Language Support (NLS) Component supports 
FAT to store long file names in Unicode. The Linux 
VFAT’s National Language Support (NLS) codes are 
integrated into the NLS component, and the interface of the 
NLS component is shown in Table 4. 

Table 4 Interfaces of NLS component 

NLS component 

Export interface Description 
To_Unicode Translate character to Unicode 
To_charset translate Unicode to character 
Import interface Description 
N/A N/A 

3.3.2 File system cache components 

To reduce memory usage, LyraFILE can support RAM  
and disk storage at the same time. To speed up file  
system operations, cache mechanism is always applied. 
However, the usage of caches depends on storage  
media type and memory resource in embedded systems.  
Our design of the file system cache component includes 
Node Cache, Directory Cache, and Buffer Cache. 
Particularly, these cache mechanisms are implemented as 
separate sub-components. Thus, according to different 
system features, these sub-components are alternatively 
configurable. To reduce the impact from frequent disk I/O, 
LyraFILE for disk-based storage has all these caches 
applied. Because disk latency is not relevant to RAM-based 
storage, in order to reduce memory consumption, only the 
High Level Directory Cache is deployed for the RAM-based 
storage to improve file system performance. 

A Node cache 

The Node Cache caches recently accessed file/directory 
nodes. It handles metadata of a file or a directory for the file 
system. Because recently used nodes are likely to be used 
again in the near future, Node Cache is often created as a 
pool for the file system to cache recently used files or 
directory entries. If an entry is found in the cache pool,  
extra block reading from storage is eliminated. The Node 
Cache is implemented using the LRU replacement policy.  
If a requested node is not found in the cache, the least 
recently used node will be replaced; otherwise, a new node 
is created in the Node Cache.  

B Directory cache 

Files and directories are maintained as a tree hierarchy in 
the storage device, and when opening a file or a directory,  
a pathname should be specified. A pathname consists of 
elements of entries, e.g., ‘/foos/foo/bar’. The file system 
searches all entries of a given pathname in order to open the 
target file/directory. However, each entry searched at one 
level of the tree may require many entry names to be 
compared and blocks read from the storage device. 
Therefore, the directory cache is created for recent working 
directories in order to speed up the operations of pathname 
lookup. 

In LyraFILE, the directory cache is implemented as two 
separate caches. One is integrated in the VFAT File System 
component named High Level Directory Cache (HiDcache), 
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and the other is an independent component named Low 
Level Directory Cache (LoDcache).  

The HiDcache caches open directory names in 
pathnames, and then links to their corresponding fat_node 
are also cached in Node cache, as shown in Figure 5. For 
example, when looking for the pathname ‘/foos/foo/bar’, the 
elements of the pathname, including ‘foos’ and ‘foo’, are 
cached in HiDcache, and their corresponding fat_node 
structures are directly linked. Therefore, next time the same 
entries are requested, they can be found in the HiDcache 
directly, and their corresponding fat_node structures are 
directly obtained. By this link to fat_node, the extra 
operations to search the corresponding fat_node in Node 
Cache are eliminated. 

Figure 5 HiDcache design 

 

The LoDcache caches looked file/directory entries when 
searching for a specific entry, which provides 256 entries of 
cache. Since LoDcache is updated very frequently, the hash 
mechanism and LRU replacement policy are applied to 
ensure efficiency. When a requested entry is not found in 
the HiDcache cache, it will refer to LoDcache component  
to look up this entry. Looking up the final element of a 
pathname also refers to LoDcache. 

Due to limited memory resource, we cannot implement 
LoDcache to have all the fat_nodes found during pathname 
lookup to be cached in the Node Cache. Therefore,  
In LyraFILE, HiDcache is integrated into the VFAT File 
System Component and cache only opened directory entries 
with links to their fat_node structure. LoDcache is an 
alternative component that can be separately configured for 
disk-based storage. 
 
 
 
 

C Buffer cache 

Buffer Cache is used to cache some recently accessed 
physical data blocks. Because disk rotational latency  
affects file system performance greatly, Buffer Cache is 
usually implemented in a disk-based file system to reduce 
penalties from frequent disk I/O. There are three 
circumstances under which the VFAT file system has to 
access disk the block: when accessing the FAT, when 
looking for a file or directory entry, and when reading  
or writing a file’s data. The requested block is first  
checked at the Buffer Cache pool to determine whether  
the specified block should be read from disk or not.  
If the block is found in the Buffer Cache, then the  
buffered block is returned for further operations.  
Otherwise, a real disk block read operation is performed. 
The interface of Buffer Cache Component is shown in  
Table 5. 

Table 5 Interfaces of buffer cache component 

Buffer Cache component 

Export interface Description 
Bread Get a data buffer from buffer cache; if it 

does not exist, then filling the buffer by 
reading from the disk block 

Getblk Get a data buffer from the buffer cache 

Brelse Release the used buffer 

Flush Flush dirty buffers to disk 
Import interface Description 

Device.read Read a physical block from disk to fill the 
buffer 

Device.write Write a dirty buffer to disk 

3.3.3 Storage device support 

Since embedded systems are versatile, various storage 
media are currently available as alternatives, including hard 
disks, flash memory, magnetic RAM, or battery backup 
RAM. There is even a hybrid of disk and RAM storage 
(Miller et al., 2001; Wang et al., 2002). Flash memory  
has many different hardware characteristics. Therefore,  
a separate flash file system or a flash translation  
layer is usually designed and applied. This paper  
focuses on the support of disk-based and RAM-based 
storage media.  

The RAM-based and disk storage media following FAT 
On-Disk format (Microsoft Corporation, 2000) can be easily 
incorporated into LyraFILE. The storage space for a  
RAM-based device is like a FAT32 disk-partition. A single 
large block is pre-allocated in memory as the storage area 
for the RAM-based LyraFILE file system. Based on this 
malloced area, the read/write position will offset to the  
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requested physical data address according to the file 
system’s determined block size and block number. 

3.3.4 Compatible API 
Currently, LyraOS supports single address space  
(Chen, 2000; Cheng et al., 2000; Deller and Heiser, 1999) 
with static binding of applications and kernel. No system 
call invocation is needed for applications to use the  
kernel’s exported services. To provide a compatible  
file system interface with other operating systems, 
LyraFILE also provides the subset of POSIX file  
system interfaces as function calls for applications, as 
shown in Table 6. POSIX Wrapper Component wraps  
the file system services to POSIX compatible file system 
interface. 

3.3.5 Class diagram 

Class diagram as shown in Figure 6 illustrates the structure 
of LyraFile file system. 
 

Table 6 File system API 

int open(const char *pathname, int flags); 
int open(const char *pathname, int flags, mode_t mode); 
int creat(const char *pathname, mode_t mode); 
ssize_t read(int fd, void *buf, size_t count); 
ssize_t write(int fd, const void *buf, size_t count); 
int close(int fd); 
int link(const char *oldpath, const char *newpath); 
int unlink(const char *pathname); 
int chdir(const char *path); 
int stat(const char *file_name, struct stat *buf); 
off_t lseek(int fildes, off_t offset, int whence); 
int rename(const char *oldpath, const char *newpath); 
int mkdir(const char *pathname, mode_t mode); 
int rmdir(const char *pathname); 
int ioctl(int d, int request, ...); 
int truncate(const char *path, off_t length); 
int chmod(const char *path, mode_t mode); 
… 

 
Figure 6 Class diagram 
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4 Enhancements for performance improvement 
and memory usage saving 

For a file system to operate in a resource-limited embedded 
environment, memory usage and performance are the 
important issues in the design and implementation. Though 
LyraFILE reuses some codes from Linux VFAT to  
support the basic VFAT operations, this section presents 
some experiences on improving FAT-based file system 
performance and reducing memory usage. 

4.1 Efficient FAT access 

FAT is used to handle the storage allocation, and there are 
many circumstances under which the file system operations 
refer to FAT to perform further operations. Therefore, FAT 
access is the major operation for FAT-based file systems. 
For example, the following file system operations require 
sequentially reading the FAT linked-list: getting an entry 
from a directory, reading file data, and writing file data to 
an existing sector. The following file system operations 
require writing the FAT to update the FAT linked-list: 
adding an entry to a directory, writing new data to a file, and 
deleting data. 

The read/write position of the file data is determined by 
the byte offset relative to its start cluster number.  
Each operation requires a FAT linked-list access. If the file 
content is large, to sequentially read the entire content 
requires many read operations and each read operation 
repeats a sequential access of the FAT linked-list.  

Because the repeated FAT linked-list access requires 
extra cost, to improve file system performance, we 
implement the file/directory nodes to keep a record of their 
current cluster number and cluster offset of the current 
cluster number relative to start cluster of the file/directory. 
This record corresponds to a file’s current read/write 
position. In this way, the repeated FAT linked-list access is 
eliminated for sequential access. For accessing data after  
the current read/write position, repeated FAT access is 
removed too.  

4.2 Two-level configurable directory cache 

The two-level Directory Cache in Linux provides 128 
entries of cache at each level. The walked directory/file 
names are cached in the low-level cache, which is 
frequently updated, so entries found in there are copied to 
the high-level cache. 

Because directories are often traversed to open a target 
file under the tree structure, and the number of files is  
often larger than the amount of directories in the tree,  
so intermediate directory names are more frequently 
traversed than the final target file. Traversing a pathname in 
the tree structure requires several levels of the tree to be 
searched. In order to reduce the re-search times, LyraFILE 
caches looked up directories in the High Level Directory 
Cache (HiDcache), and their corresponding nodes are 
cached in the Node Cache to speed up the further 
operations. File names are not cached in the HiDcache, 

because many files may be opened from the same directory, 
which causes many directory cache entries to be replaced. 
However, file names can be found in the Low Level 
Directory Cache (LoDcache), since during pathname 
translation, the walked directory/file names are cached in 
the Low Level Directory Cache (LoDcache).  

In addition, only HiDcache is integrated into LyraFILE 
for memory usage saving. LoDcache is an alternative 
component that can be configured according to target 
embedded system’s memory resource. 

4.3 Efficient read operation for continuous space 

Linux reads data block by block in a specified block size. 
To read data stored in the continuous storage space, the read 
operation of LyraFile is performed according to users’ 
specified number of bytes to read. In particular, the read 
operation checks whether the request data occupies 
continuous storage space. If so, then the request data is read 
from the storage device in a physical read operation. 

5 Performance evaluation 

This section presents the performance evaluation of the 
LyraFILE file system after being integrated into LyraOS. 
Since eCos is popular and open source that can be freely 
obtained, we compared the performance of the LyraFILE 
RAM-based file system with eCos ramfs embedded file 
system. However, the hard disk is not supported in the 
current eCos. In order to perform disk-based file system 
evaluation and because we also want to evaluate the 
adaptation work, we compare the performance of the 
LyraFILE disk-based file system with the native Linux 
VFAT file system. 

5.1 Experimental environment 

In the RAM-based file system evaluation, we compare the 
RAM-based LyraFILE file system with eCos ramfs. eCos is 
configured with Simple-based (SIMPLE) or Block-based 
(BLOCK) storage allocation mechanism as described in 
Section 2.3, and block size is configured to 512 bytes.  
In the disk-based file system evaluation, we compare the 
disk-based LyraFILE with Linux 2.0.33 VFAT, since the 
VFAT component of LyraFILE is adapted from Linux 
2.0.33 VFAT.  

Since most of the file system benchmarks are designed 
for conventional file systems, such as the Andrew file 
system benchmark (Howard et al., 1988), in order to 
perform evaluation, we modified this benchmark to adapt to 
our measurements in the evaluation of LyraFILE and eCos 
ramfs. 

The Andrew file system benchmark (Howard et al., 
1988) provides a source directory containing 70 files,  
and the file size ranges from 23 bytes to 37 KB,  
spreading over 3 levels of directories under the source 
directory. This benchmark originally operates with five 
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phases, including creating directories, copying files, 
recursively getting directory status, scanning each file, and 
compilation. However, this benchmark requires additional 
utility programs to conduct the measurement, such as find, 
ls, du, grep, wc, etc; and these are usually supported in 
general purpose operating systems, not provided by 
embedded file systems such as LyraFILE and eCos ramfs. 
Compiling programs is also not allowed. Therefore, the 
Andrew file system benchmark is modified to operate by 
recursively making a 5 directory hierarchy which contains 4 
directories, and copying the files in source directory 
hierarchy to a newly made directory hierarchy. 

Table 7 shows two experimental platforms that we used 
to simulate two different scales of embedded systems. 

Table 7 Experimental platforms 

Processor Intel Celeron 
450 MHz 

System 
memory used 

16 MB SDRAM 

RAM storage 
space 

4 MB 
(LyraFILE) 

RAM-based File 
System Evaluation 

eCos version 2.0 

Processor Intel Pentium 
1 G MHz 

System 
memory used 

16 MB SDRAM 

Disk storage 
space 

1.6 G (IBM IDE 
disk) 

Disk-based File System 
Evaluation 

Linux kernel 
version 

2.0.33 

5.2 Code size comparison 

Table 8 shows the comparison of lines of codes and object 
code sizes. After the adaptation work and component-based 
re-design, object code size of disk-based LyraFILE is 53.9% 
less than that of Linux VFAT. The reason whey object code 
size of RAM-based LyraFILE is larger than eCos ramfs is 
because the VFAT-based file system maintains more 
complex functionalities, including National Language 
Support and FAT access. However, the same LyraFILE 
codes can support RAM-based and disk storages at the same 
time, whereas eCos ramfs cannot. 

Table 8 Code size comparison 

 Line of codes 
(comments 
included) 

Object code size 
(bytes) 

eCos 
ramfs 

4,726 29,280 (SIMPLE) 
29,211 (BLOCK) 

RAM-based 
file systems 

LyraFILE 4,628 47,110 

Linux 
VFAT 

11,089 137,621 Disk-based 
file systems 

LyraFILE 5,237 63,445 

5.3 Performance comparison of ram-based 
embedded file systems 

Because the source directory hierarchy and files should be 
pre-created in the memory for the experiment, the pre-create 
operation was also measured in our modified Andrew 
benchmark. Figure 7 shows the performance evaluation 
results that eCos ramfs (SIMPLE) requires more elapsed 
time than others in every phase. This is because the 
operations of these three phases all involve new entry 
created and new data written. eCos ramfs with Simple-based 
storage allocation mechanism has to invoke either malloc() 
or realloc() to acquire more space. If reallocated to a new 
memory space for the whole file, it incurs data copy from 
original memory space to the newly allocated continuous 
space. 

Figure 7 RAM-based file system performance result 

 

LyraFILE and eCos ramfs (BLOCK) are similar in the way 
they have to compute the block number before accessing. 
They also have the same performance in pre-create  
and mkdir phases, however, LyraFILE outperforms eCos 
ramfs (BLOCK) by 66.67% and eCos ramfs (SIMPLE) by 
83.33% in copy phase. 

Additionally, we add a read phase in this benchmark to 
measure the read performance. This is measured by reading 
the source directory hierarchy containing 70 files 1 time and 
100 times. As shown in Figure 8, LyraFILE outperforms 
eCos ramfs (BLOCK) by 39.08% and eCos ramfs 
(SIMPLE) by 33.75% on 100 operations of the read phase. 
This is because LyraFILE makes use of High Level 
Directory Cache to improve the performance. 

Figure 8 RAM-based file system read performance 
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5.4 Performance comparison of disk-based file 
systems 

Figure 9 shows the disk-based file system performance 
evaluation result under the modified Andrew file system 
benchmark with additional read phase as described in 
Section 5.3. LyraFILE outperforms Linux VFAT by 45.45% 
in the mkdir phase, 65.71% in the copy phase, and 67.61% 
in the read phase. This is because LyraOS is a static binding 
embedded system without system call invocation overheads. 
Furthermore, LyraFILE uses simpler file system operations 
than Linux VFAT file system, and uses the enhanced FAT 
access and enhanced read operation to speed up access. 

Figure 9 Disk-based file system performance result 

 

6 Conclusions 

To add data storage capability in embedded systems,  
we have successfully reused the Linux VFAT file  
system codes and implemented it as a self-contained 
component-based file system. Since memory and 
performance are important issues for a file system to operate 
in resource-limited embedded environments, we have made 
some enhancements. To improve file system performance, 
we simplify many Linux VFAT file system data structures 
and operations. Furthermore, we also add the cluster number 
position of the FAT linked-list for file/directory to remove 
repeated FAT access and enhance read operation for 
continuous space. The Directory Cache is implemented as 
two separated configurable cache components that can  
be configured according to target embedded system’s  
memory resource. In addition, based on component-based 
design, LyraFILE contains multiple components with clear 
imported and exported interfaces, which can be separately 
configured or replaced for adapting into the target 
embedded systems or changing file system specific features. 

The same LyraFILE codes can support RAM-based  
and disk storages at the same time. Only the data path to 
storage and cache mechanisms are different for them,  
since data copied to and from the cache should be 
eliminated for performance issues and reducing memory 
usage in RAM-based storage. Besides, because embedded 
applications may need to exchange data with desktop PCs, 
LyraFILE is also designed to be device independent  
and provide compatibility with desktop file systems.  

Thus, RAM-based and disk-based storage media following 
FAT On-Disk format can be easily incorporated into 
LyraFILE. The subset of POSIX file system interface is also 
provided, so user applications can be easily ported across 
different file systems. 

Performance evaluation after integration into an 
embedded operating system - LyraOS shows that LyraFile 
occupies 53.9% less memory than Linux VFAT and 
outperforms Linux VFAT by 65.71% and eCos ramfs  
by 66.67-83.33% in operations that includes read and  
write. These results demonstrate that LyraFILE operates 
efficiently and can be adapted to embedded systems.  
In sum, the experience of this adaptation work can serve as 
a reference for embedding the Linux file system into target 
systems that need storage capability. 
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